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Abstract:High-frequency panel data sets, where outcomes and regressors are observed
at a daily or hourly frequency, are increasingly available in environmental and resource
economics. To understand the potential gains from these richer data sets, this paper
compares fixed effects estimators using high-frequency data with those using tempo-
rally aggregated data. We provide a set of conditions under which both estimators
are consistent for the same parameter. Three departures from these conditions are
(1) response heterogeneity at the high-frequency dimension, (2) differential response
to high- and low-frequency variation in the regressor, and (3) nonlinearities in the
relationship between the high-frequency outcome and regressor. Under these alterna-
tive conditions, the two estimators converge to different probability limits. In general,
we recommend that empirical researchers think carefully about the features of the
“true” high-frequency outcome equation to understand the effects of high-frequency
data and temporal aggregation. We illustrate our results using an application to the
energy-temperature relationship.
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THE AVAILABILITY OF HIGH-FREQUENCY panel data is a recent development in
environmental and resource economics. These data sets offer empirical researchers
greater flexibility in modeling the relationships between outcomes and treatment var-
iables of interest. They also allow empirical researchers to revisit questions examined
in previous literature using lower-frequency data. The extent to which high-frequency
data sets can provide more robust causal estimates relative to those obtained from
lower-frequency data remains unclear, however. The goal of this paper is to provide
a formal analysis of the relationship between the estimates obtained from low- and
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high-frequency panel data. This analysis not only provides guidance to the empirical
researcher using those data sets but is also important to formally compare existing es-
timates in the literature using low-frequency data with estimates obtained from these
newer data sets.

To motivate our analysis empirically, consider regressions of residential energy con-
sumption on temperature performed at different aggregation levels. We use data on
hourly electricity consumption at 4,877 premises over two consecutive summers. The
temperature coefficient represents the additional electricity used when the temperature
increases, most of which would be consumed by air conditioning. Improvements in en-
ergy efficiency should reduce this coefficient because it takes less energy to cool a house
if it is better insulated or if the air conditioner is more efficient. Table 1 shows that
aggregating from the hourly to the monthly level increases the coefficient estimates
by up to 60%. When aggregating to the annual level, the temperature coefficient is neg-
ative and it is not statistically significant.

These differences are substantive—a 60% difference in the amount of energy used for
cooling is far beyond what any existing energy efficiency program can achieve. Novan et al.
(forthcoming) examine the effectiveness of the 1978 California building codes in reducing
the energy used for cooling. Because energy consumption for cooling necessarily varies by
temperature, they measure the effect of this policy on energy consumption conditional
on temperature, that is, heterogeneous treatment effects by temperature. They estimate
that the building codes decreased the slope coefficient on temperature by 6.5%.1 This
reduction was sufficient for the building codes to pass a cost-benefit test, and it is much
smaller than the difference between the hourly and daily estimates in table 1. Novan and
Smith (2018) find that a new air conditioner reduces the slope on temperature in the
energy consumption equation by at most 15% depending on the hour of the day.2 The
differences shown in table 1 are hence large relative to the expected effects of energy ef-
ficiency policies and clearly illustrate that the coefficient estimates are not robust to the
level of aggregation. This leaves us with the following question: which of these coefficient
estimates is consistent for the effect of temperature on energy consumption? And, more
importantly, why?

We start with a simple high-frequency fixed effects model in which the regressors
are strictly exogenous and the response is homogeneous across units and time. In this
setting, using low- or high-frequency data would yield an estimator that is consistent
1. Figure 5 in Novan et al. (forthcoming) shows that daily consumption increases by
23 kilowatt-hour (kWh) for an 80 ° – 62 ° 5 18 ° increase in temperature, which implies a slope
of 23/18 5 1:27. The figure also shows that the post-building-code slope decreases to
21:5/18 5 1:19, which is about a 6.5% reduction.

2. Figure 3 in Novan and Smith (2018) shows a reduction of 0.5 kWh for an
85 ° – 70 ° 5 15 ° increase in temperature, which implies a reduction in slope of 0:5/15 5
0:033 in that hour. They do not report the slope coefficients, but this is about 15% of the slope
in that hour.
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for the parameters of interest. Even in this simple setting, however, the fixed effects
estimator using high-frequency data remains consistent under a weaker (than strict)
exogeneity assumption. In practice, however, outcomes may have strong temporal com-
ponents and therefore the response of the outcome, for example, energy use, to a re-
gressor of interest, such as temperature, may vary depending on the time of day. Fur-
thermore, energy consumed by a specific household in a given hour may depend not
only on contemporaneous temperature but also on temperature in recent past hours
as well as predicted temperature in subsequent hours. In these cases, we expect high-
frequency data to have advantages over more aggregate data.

The inconsistency of fixed effects estimators for the average treatment effect in the
presence of unit-specific response heterogeneity is by now well established in the liter-
ature and has been documented in numerous studies (Chernozhukov et al. 2013, the-
orem 1; Gibbons et al. 2019; de Chaisemartin and d’Haultfoeuille 2020). The proba-
bility limit of the fixed effects estimator in this setting equals a variance-weighted
average of the individual-specific coefficients. We examine the inconsistency of fixed
effects estimators using aggregated data, when response is temporally heterogeneous
at the high-frequency level. In our energy example, this corresponds to hourly re-
sponse heterogeneity. We find that the probability limit of the fixed effects estimator
using the aggregate data is a weighted average of the hourly slope coefficients, where
the weights given an hourly coefficient equals the sum of the covariance of the corre-
sponding hour’s regressor with all other hourly regressors within the same day. Un-
surprisingly, the fixed effects estimator using high-frequency data that impose a homo-
geneous slope converges to a variance-weighted average of the hourly coefficients. We
also derive the results for the case where we have response heterogeneity at the unit-
hour level.

Since fixed effects models in economics are primarily used in low-frequency data
settings, such as annual data, the more commonly used regression models solely incor-
porate contemporaneous regressors. However, in the context of high-frequency data,
we may expect the outcome at a given point in time to depend not solely on the contem-
poraneous regressor but also on its lags. While there are different possibilities to model
this relationship, we focus on a popular model that includes a moving average of the
regressor in addition to the contemporaneous regressor. In this case, we illustrate that
the fixed effects estimator using aggregate data converges to a combination of the coeffi-
cient on the contemporaneous regressor and its moving average. With high-frequency
data, disentangling the response to the contemporaneous regressor from its moving aver-
age or lags is straightforward assuming that the features of that relationship are known.

We also highlight two additional benefits to high-frequency panel data. First, high-
frequency data allow the empirical researcher greater flexibility to account for potential
omitted variables through different fixed effects specifications. We further document
an interesting robustness property of estimators using high-frequency data relative to
those using low-frequency data. They specifically tend to have smaller inconsistencies
due to low-frequency omitted variables.
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This paper contributes to the econometrics literature on fixed effects panel models
and points to its empirical relevance. The inconsistency of (one-way) fixed effects estima-
tors in the presence of response heterogeneity and its convergence to a variance-weighted
average of the heterogeneous parameters was shown in Chernozhukov et al. (2013, the-
orem 1) and its empirical relevance was clearly illustrated in Gibbons et al. (2019). More
recently, the properties of two-way fixed effects estimators have been examined (Call-
away and Sant’Anna 2020; de Chaisemartin and d’Haultfoeuille 2020). While the pre-
vious papers examine unit response heterogeneity in standard panel settings, this paper
examines high-frequency panel settings allowing for response heterogeneity at the high-
frequency temporal dimension as well as at the unit level.

Our results are relevant for the energy efficiency literature. While a large proportion
of this literature (for a review, see Gillingham et al. 2018) relied on monthly billing data
(e.g., Graff Zivin and Novan 2016; Levinson 2016; Fowlie et al. 2018), the adoption of
smart-meter technology increased the availability of hourly data in recent years (Novan
and Smith 2018; Burlig et al. 2019; Boomhower and Davis 2020). These new data sets
allowed the literature to provide a deeper understanding of the benefits of energy effi-
ciency upgrades. For instance, since the impact of energy efficiency programs can depend
on energy prices or temperature, recent work using hourly data examines the effect of
these programs conditional on energy prices or temperature (Novan and Smith 2018;
Boomhower and Davis 2020). This paper formalizes the benefits that the hourly data
sets provide in terms of accounting for response heterogeneity and other features of the
high-frequency outcome equation that low-frequency estimates could not capture. In
addition, the theoretical analysis provided here enables us to compare the different es-
timates of the impact of energy efficiency programs available in the literature, obtained
from high- and low-frequency data.

High-frequency data are increasingly available in other empirical settings in environ-
mental and resource economics. Recent work examining the impact of behavioral in-
terventions on water consumption exploits high-frequency water-metering data ( Jessoe
et al. 2019). In a different context, Langer and McRae (2017) document the effect of
the number of stops as well as idle time per stop on fuel consumption relying on unique
real-world driving data collected by the University of Michigan Transportation Re-
search Institute. The high-frequency dimension in this data set is every tenth of a sec-
ond. A long literature, using daily data, studies the impact of weather conditions, such
as cloud cover, on stock returns (e.g., Saunders 1993; Hirshleifer and Shumway 2003).
Recent work using higher-frequency data (Chang et al. 2008) points to new insights on
these previous findings. For instance, Chang et al. (2008) find that the impact of cloud
cover on stock returns, while negative as documented in previous work, is only signif-
icant in the first 15-minute interval of the trading day.3
3. One of the specifications considered in Chang et al. (2008) allows for stock fixed effects as
well as stock-specific slope coefficients in the high-frequency equation similar to (13).
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Before we proceed, several caveats are in order. This paper focuses on the advan-
tages of high-frequency data with a focus on consistently estimating objects of interest.
While a discussion of the potential “bias-variance” trade-off in this context is impor-
tant, it is beyond the scope of this paper. Another important disclaimer to the reader is
that to simplify the illustration of our results and the key intuition behind them we
work with the linear fixed effects model with a scalar regressor. However, the results
have implications for more general models as we discuss in the following section. Fi-
nally, we illustrate our analytical results using the energy-temperature relationship.

1. STRUCTURAL FUNCTIONS, POTENTIAL OUTCOMES,

AND OBJECTS OF INTEREST

We develop our theory in the context of the application in table 1. Let Yith and Xith

denote the outcome and treatment variable of interest, where i refers to the premise, t
refers to the low-frequency dimension, and h the high-frequency dimension. Without
imposing any further restrictions, we can write Yith as a fully nonseparable function of
Xith and unobservables eith, which can include “fixed effects,”

Yith 5 f (Xith, eith): (1)

Using this structural function, we can define the potential outcomes,

Yith(x) 5 f (x, eith), (2)

average partial effects (APEs),

E½Yith(x
0) – Yith(x)� 5

ð
ð f (x0, e) – f (x, e))dFeith (e), (3)

as well as average marginal effects (AMEs),

E
∂Yith(x)

∂x

� �
5

ð
∂f (x, e)
∂x

dFeith (e), (4)

assuming appropriate regularity conditions. Previous work establishes, under time ho-
mogeneity or correlated-random-effects-type restrictions, that APEs and AMEs for
the population are not point-identified nonparametrically from models that are fully
nonseparable in observables and unobservables (Altonji and Matzkin 2005; Bester
and Hansen 2009; Hoderlein and White 2012; Chernozhukov et al. 2013; Ghanem
2017).4 Point-identification of APEs and AMEs remains possible for specific subpop-
ulations, however.
4. Assuming a scalar eith and monotonicity of the structural function in eith, Altonji and
Matzkin (2005) show the nonparametric identification of the structural function and the dis-
tribution of eith. Other results pertaining to the identification of APE- and AME-type objects
do not assume this monotonicity restriction and allow eith to be a finite-dimensional vector.
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To avoid these identification issues, consider the case where the structural function
is separable in Xith and eith,

Yith 5 m(Xith) 1 eith: (5)

Noting that the separability of this structural function essentially implies homoge-
neous response, it is unsurprising that APEs and AMEs are functions of m(.) only.
Specifically, the APE in this case is defined as

E½Yith(x
0) – Yith(x)� 5 m(x0) – m(x), (6)

as well as AMEs,

E
∂Yith(x)

∂x

� �
5

∂m(x)
∂x

: (7)

Hence, the identification of m(.), which we will refer to as the response function,
would allow us to identify APEs and AMEs for the entire population. It is important
to note that the identification ofm(.) is straightforward, assuming an appropriate fixed
effects specification and exogeneity assumption. For instance, consider the following
two-way fixed effects model adapted to high-frequency data,

Yith 5 m(Xith) 1 aih 1 λth 1 uith: (8)

We can point-identify m(.) nonparametrically assuming sufficient regularity condi-
tions and strict exogeneity E½uithjfX i : ‘, ai‘gH‘51� 5 0, where X i : h ≡ fXithgTt51. We
use this two-way fixed effects model in most of the paper, but we note that high-
frequency data allow the researcher to consider alternative fixed effects specifications
as we discuss in section 3.3. More generally, the response function may be heteroge-
neous across h as well as i and h, specifically

Yith 5 mh(Xith) 1 aih 1 λth 1 uith, (9)

Yith 5 mih(Xith) 1 aih 1 λth 1 uith: (10)

Note that mh(.) (mih(.)) can be viewed as a nonseparable function of Xith and h-specific
(ih-specific) unobservables that determine the heterogeneity in the response. The non-
parametric identification of mh(.) is straightforward following the previous arguments
regarding the identification of m(.). Since mih(.) is essentially a nonseparable model of
individual-specific observables and unobservables, population averages of mih(.) will
suffer from similar identification issues as fully nonseparable models.5
5. To see this, if we start from the fully nonseparable model, Yith 5 f (Xith, eith), and as-
sume time homogeneity similar to Chernozhukov et al. (2013), eithjX i : h5

d
ei1hjX i : h, then

E½YithjX i : h� 5
Ð
f (Xith, e)dFei1h (ejX i : h), which is constant across t but varies across i and h.

Hence, we can define mih(Xith) as the conditional mean function of Yith, which would yield
(10) assuming a two-way fixed effects structure in the error term.
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To simplify illustration, we consider the linear counterparts of (8)–(10) with a sca-
lar regressor in the following analysis,

Yith 5 Xithβ 1 aih 1 λth 1 uith, (11)

Yith 5 Xithβh 1 aih 1 λth 1 uith, (12)

Yith 5 Xithβih 1 aih 1 λth 1 uith, (13)

where the response heterogeneity is incorporated by allowing for heterogeneity in the
slope coefficient. The objects of interest, β, βh, and E[ βih], correspond to the APE of a
one-unit change and to the AME.

Linearity is a restrictive assumption, but it allows us to provide an intuitive presen-
tation of the key issues at hand, which can extend to some nonlinear models. Specif-
ically, our results are relevant to a broader class of response functions that are nonlin-
ear in the regressor but linear in the parameters, such as splines (see remark 3 for a
detailed discussion). In such models, the APE and AME may vary with x. Hence,
the results pertaining to (11)–(13) extend to m(.), mh(.), and mih(.), respectively, that
can be represented by splines or other flexible functions that are linear in a finite-
dimensional parameter vector. Specifically,

Yith 5 g(Xith)
0β 1 aih 1 λth 1 uith, (14)

Yith 5 g(Xith)
0βh 1 aih 1 λth 1 uith, (15)

Yith 5 g(Xith)
0βih 1 aih 1 λth 1 uith, (16)

where g(x) is a finite-dimensional known function of x.

2. WHEN ARE THERE NO “IDENTIFICATION” GAINS FROM

HIGH-FREQUENCY DATA?

In this section, we provide a set of conditions under which fixed effects estimation with
high- and low-frequency panel data would be consistent for the same parameter and
hence there would be no gains from the availability of high-frequency data in terms of
the identified object of interest.6 The efficiency of the estimators may differ across fre-
quencies, but that is not the focus of this paper.
6. The term “identification” is used differently in the econometrics literature and the applied
microeconomics literature. In the econometrics literature, a parameter is point identified if it can
be recovered uniquely from the data in the population. We use the term in this way in sec. 1. In
the applied literature, a parameter is often said to be identified if the chosen estimator consis-
tently estimates it. In the heading to this section, we use “identification” in the sense from the
applied literature, which is why we put it in quotations.
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Consider a linear, homogeneous-response function, a scalar regressor, and a two-
way fixed effects design,

Yith 5 Xithβ 1 aih 1 λth 1 uith, (17)

where i denotes the individual, t the low-frequency dimension, and h the high-frequency
dimension. To simplify the exposition, we will use day and hour to refer to the low- and
high-frequency dimension, t and h, respectively. The above fixed effects specification
controls for individual-hour and day-hour fixed effects.While the resolution of the time
fixed effects in the above model may be too fine for practical purposes, the results extend
easily to coarser time fixed effects such as year by month by hour, as we illustrate in
section 4.

We study the difference between estimators of β obtained from this model and those
from estimating the analogous model with daily data. Throughout, we refer to the high-
frequency model as “hourly” and the low-frequency model as “daily,” but our results
generalize to any level of aggregation. In many settings, the relevant high-frequency data
may be daily and the low-frequency, or aggregated, data may be monthly or annual. In
section 3, we generalize the model to allow for heterogeneity by hour in the response
parameter, differences in the response to high- and low-frequency variation in X, differ-
ent fixed effects, and omitted variables.

Because the fixed effects in (17) can vary by hour, the parameter of interest is iden-
tified from high-frequency variation in Xith. Specifically, β quantifies the response to X
values that differ from the average across days for that individual in that hour and the
average across individuals for that hour in that day. Aggregating to the daily level
changes the fixed effects specification; we cannot include individual-by-hour or day-
by-hour fixed effects if we only have daily data. The aggregated model is:

�Yit : 5 �Xit :β 1 �ai : 1 �λt : 1 �uit:, (18)

where �Yit : ≡ oH
h51Yith/H and �Xit : ≡ oH

h51Xith/H.
Before we examine the advantages of high-frequency data, we first consider the set

of conditions under which the high- and low-frequency estimators are consistent for
the same parameter. For a random variable Zith, we use the following notational con-
ventions, �Zi : h ≡ oT

t51Zith/T, �Z: th ≡ on
i51Zith/n, �Z::h ≡ oT

t51�Z: th/T. The overall
average of Zith will be denoted by �Z 5 oH

h51Z::h/H. For brevity, we will use oi,
ot, oh, oi,t, oi,t,h, and ot,h, in lieu of on

i51, oT
t51, oH

h51, o
n
i51oT

t51, on
i51oT

t51oH
h51,

and oT
t51oH

h51, respectively.
Estimating β using the high-frequency data with two-way fixed effects at the hourly

level yields the following estimator,

β̂HF 5 oi,t,h(Xith – �Xi : h – �X: th)Yith

oi,t,h(Xith – �Xi : h – �X: th)
2 5 β 1oi,t,h(Xith – �Xi : h – �X: th)uith

oi,t,h(Xith – �Xi : h – �X: th)
2 , (19)
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where the above decomposition follows from assuming without loss of generality
�X::h 5 �Y::h 5 0 for h 5 1, . . . , H, which we impose for the remainder of the paper.
To avoid lengthy derivations in the paper, the derivation of the above equality and
subsequent results as well as proofs of theorems are given in appendix section A (ap-
pendix is available online).

The two-way fixed effects estimator of the slope coefficient using the aggregated
data can similarly be decomposed as follows,

β̂LF 5 oi,t(�Xit : – �Xi:: – �X: t :)�Yit :

oi,t(�Xit : – �Xi:: – �X: t :)
2 5 β 1oi,toho‘(Xith – �Xi : h – �X: th)uit‘

oi,t ohXith – �Xi : h – �X: th
� �2 : (20)

The last term shows that correlation between the X variable in one hour and the error
in another hour plays an important role in the value of β̂LF . We show in theorem 1
how this term affects the probability limit of the estimator.

The following theorem provides sufficient conditions for the consistency of the
fixed effects regression estimators, β̂HF and β̂LF . We follow the convention in the
cross-sectional (fixed-T) panel setup (Wooldridge 2002), where n→∞ while holding
T andH fixed. We impose the cross-sectional independent and identically distributed
(i.i.d.) assumption, while leaving the dependence and heterogeneity across the time di-
mensions unrestricted.7

Theorem 1: Assume (17), the cross-sectional i.i.d. assumption,
E½ot(oh(Xith – �Xi : h – E½Xith�))2� > 0; EjXithj < ∞, E½(Xith – �Xi : h – E½Xith�)2� <
∞ ∀t, h.
7. O
sumpt
orems
(i) If E½uithjfX i : ‘, ai‘gH‘51� 5 0 ∀h, as n→∞

β̂LF →
P
β,

β̂HF →
P
β:

(ii) If instead E½uithjX i : h, aih� 5 0 ∀h, as n→∞

β̂LF →
P
β 1otoho‘≠hE½(Xith – �Xi : h – E½Xith�)uit‘�

E½ot(oh(�Xit : – �Xi:: – E½Xith�))2�
,

β̂HF →
P
β:

where the first result further requires E½u2ith� < ∞ for all t and h.
ur results require that a law of large numbers holds in the cross-section, so the i.i.d as-
ion is much more restrictive than necessary. We make this assumption to keep the the-
and notation as simple as possible.
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The above theorem shows that both estimators are consistent if the hour-specific error
uith is mean independent of, not just the X value for the contemporaneous hour, but
the X values for that individual across all hours. However, if we require that uith is
mean independent of only the contemporaneous Xi.h, then the low-frequency estima-
tor may not be consistent.8 For example, if consumers respond to current and lagged
temperatures, then current-hour consumption depends in part on the temperature in a
previous hour, which implies that the error in one hour is correlated with the X value
in a previous hour. In such a case, the low-frequency estimator is not consistent for the
contemporaneous response.

The following remarks point to several important connections of the above results
to finite-sample properties of the estimators, alternative fixed effects specifications, and
possible nonlinearities in the response function.

Remark 1 (Unbiasedness): If E½uithjfX i : ‘, ai‘gH‘51� 5 0 and we have cross-
sectional independence, then E½ β̂LF� 5 E½ β̂HF� 5 β assuming additional regularity
conditions.

Remark 2 (Fixed effects and aggregation): Suppose that instead of (17), the out-
come equation was given by

Yith 5 Xithβ 1 ait 1 λth 1 uith, (21)

where ait includes low-frequency unit-specific unobservables. The aggregated out-
come model would then be given by

�Yit : 5 �Xit :β 1 ~ait 1 ~uit, (22)

which is not identified using the low-frequency data without further restrictions
because the fixed effect ait is at the same scale as the observations. Using the high-
frequency data, however, it is straightforward to account for ait as well as more
flexible fixed effects specifications, which we discuss in section 3.3.

Remark 3 (Nonlinear function of the regressor): Suppose that the outcome equa-
tion was given by

Yith 5 g(Xith)
0β 1 aih 1 λth 1 uith, (23)
8. The conditioning variable Xi.h includes the X values for individual i in hour h across all
days. We require all days in the conditioning set because T is finite, which implies that the time
average �Xi : h does not converge in probability to a population mean. Alternately, we could have
assumed T →∞, which would imply �Xi : h converges in probability to its population analog and
we could replace Xi.h with Xith in the conditions in the theorem.
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where g(x) is a known, but possibly nonlinear, finite-dimensional function of x, such
as a spline. Then, averaging across h in the above equation yields the following,

�Yit : 5
1
Hoh

g(Xith)
0β 1 �ai : 1 �λt : 1 �uit:: (24)

From the above theorem, it is straightforward to see that assuming the strict exog-
eneity assumption, β can be consistently estimated by regressing �Yit : on ohg(Xith)/H.
However, it requires a mixed-frequency data structure, where we can observe �Yit : at
the lower frequency, whereas the regressor is observed at the higher frequency h.
This setting arises when researchers have monthly electricity consumption data
and hourly or daily weather data. This is also a common data structure in the climate
change and pollution impacts literature (see Dell et al. [2014], Carter et al. [2018],
and Kolstad andMoore [2020] for surveys of the literature and methods). If the re-
searcher could only observe �Yit : and �Xit :, then it would not be possible to estimate β
consistently in general if g(.) is a nonlinear function of Xith, since ohg(Xith)/H ≠
g(�Xit :) in general.
3. WHAT ARE THE ADVANTAGES OF HIGH-FREQUENCY DATA?

In this section, we examine some of the key advantages of high-frequency data:
(1) accounting for response heterogeneity at the hourly and unit level, (2) distinguishing
between response to high- and low-frequency variation in the regressor, (3) more flex-
ible fixed-effects specifications, and (4) smaller inconsistency due to low-frequency
omitted variables.

3.1. Accounting for Response Heterogeneity

A key advantage of high-frequency data is that we can account for high-frequency het-
erogeneity in the response parameter. For instance, in the context of residential energy
consumption, we expect the outcome to respond to temperature changes differently
depending on the hour of the day. In this section, we examine the relationship between
results obtained using low- and high-frequency data in the presence of response het-
erogeneity. Next, we consider the case of hourly slope heterogeneity only, and then we
examine the setting with both hour and unit response heterogeneity.

3.1.1. Hourly Slope Heterogeneity

Suppose that the high-frequency outcome is determined by the following model,

Yith 5 Xithβh 1 aih 1 λth 1 uith, (25)

where βh denotes the hour-specific response. Ordinary least squares (OLS) regression
based on the following transformation
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Yith – �Yi : h – �Y: th 5 (Xith – �Xi : h – �X: th)βh 1 uith – �ui : h – �u: th (26)

yields the following estimator of βh

β̂h 5 oi,t(Xith – �Xi : h – �X: th)Yith

oi,t(Xith – �Xi : h – �Xt : h)
2 5 βh 1oi,t(Xith – �Xi : h – �X: th)uith

oi,t(Xith – �Xi : h – �X: th)
2 , (27)

which is consistent assuming the weaker exogeneity condition, E½uithjX i : h, aih� 5 0,
and sufficient regularity conditions given in the following theorem.

We can write the fixed effects estimator (19) as a weighted average of the hourly
slope coefficients, β̂h, as follows

β̂HF 5 oi,t,h(Xith – �Xi : h – �X: th)Yith

oi,t,h(Xith – �Xi : h – �X: th)
2 5 ohβ̂h

oi,t(Xith – �Xi : h – �X: th)
2

oi,t,h(Xith – �Xi : h – �X: th)
2 , (28)

where the second equality follows from multiplying and dividing by oi,t(Xith – �Xi : h –
�X: th)

2 inside the summation over h. The weights in the above equation equal the ratio
of the hour-specific (within) sample variance divided by the sum of the sample vari-
ance across all hours.

Now aggregating the outcome equation over h yields the following

�Yit : 5 �X0
it :~β 1 �ai : 1 �λt : 1 �uit :: (29)

The two-way fixed effects estimator of the slope coefficient in the above model is given
by

β̂LF 5 oi,t(�Xit : – �Xi:: – �X: t :)(�Yit : – �Yi:: – �Y: t :)

oi,t(�Xit : – �Xi:: – �X: t :)
2

5 oi,toh(Xith – �Xi : h – �X: th)o‘Yit‘

oi,t oh(Xith – �Xi : h – �X: th)
� �2

5 oh( β̂h 1o
‘≠h
ĝh‘) oi,t(Xith – �Xi : h – �X: th)

2

oi,t oh(Xith – �Xi : h – �X: th)
� �2 ,

(30)

where β̂h is defined in (27) and

ĝh‘ 5 oi,t(Xith – �Xi : h – �X: th)(Yit‘ – �Yi : ‘ – �Y: t‘)

oi,t(Xith – �Xi : h – �X: th)
2

5 oi,t(Xith – �Xi : h – �X: th)(Xit‘ – �Xi : ‘ – �X: t‘)

oi,t(Xith – �Xi : h – �X: th)
2 β‘

1oi,t(Xith – �Xi : h – �X: th)(uit‘ – �ui : ‘ – �u: t‘)

oi,t(Xith – �Xi : h – �X: th)
2 :

(31)
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The equalities in (28) and (30) are numerical identities that hold regardless of the
data-generating process. The following theorem derives the probability limit of β̂h,
β̂HF , and β̂LF assuming (25) holds.

Theorem 2: Assume (25), the cross-sectional i.i.d. assumption,
E½ot(oh(Xith – �Xi : h – E½Xith�))2� > 0; E½ot(Xith – �Xi : h – E½Xith�)2� > 0, jβhj < ∞
∀h; EjXithj < ∞, E½(Xith – �Xi : h – E½Xith�)2� < ∞ ∀t, h.
If E½uithjfX i : ‘, ai‘gH‘51� 5 0, then as n→∞

β̂h →
p
βh ∀ h,

β̂HF →
p

o
h
βh

E½ot(Xith – �Xi : h – E½Xith�)2�
E otoh(Xith – �Xi : h – E½Xith�)2
� � ,

β̂LF →
p

o
h
βho‘E½ot(Xith – �Xi : h – E½Xith�)(Xit‘ – �Xi : ‘ – E½Xit‘�)�

E ot(oh(Xith – �Xi : h – E½Xith�))2
� � ,

The above theorem establishes the probability limits of the fixed effects estimators
using low- and high-frequency data as well as the hour-specific slope coefficient esti-
mator, which is consistent under the conditions given in the theorem. Both β̂HF and
β̂LF converge in probability to a weighted average of hourly coefficients, fβhgHh51. For
β̂HF , the weights are the relative variance of the two-way demeaned regressor, Xith.
The weights are more complicated for β̂LF ; they include both the variance of the
two-way demeaned regressor of the corresponding hour as well as its covariance with
the remaining hours in a day. The two estimators have identical probability limits if
the two-way demeaned regressors are uncorrelated across hours. In general, compared
to β̂HF , β̂LF gives higher weight to hours that covary relatively more with other hours
and relatively less weight to hours that covary relatively less with other hours.

Previous literature on fixed effects models has established that in the presence of
unit response heterogeneity, linear fixed effects estimators tend to converge to a variance-
weighted average of the heterogeneous parameters. The weights on βh in the probabil-
ity limit of β̂HF are also variance weights for the hourly coefficients. For binary treat-
ment variables, de Chaisemartin and d’Haultfoeuille (2020) show that the weights on
the heterogeneous parameters can be negative for two-way fixed effects models. In our
setting, the weights in the probability limit of β̂HF will generally be positive.

9 However,
9. There are several differences between the setup in theorem 2 and that in de Chaisemartin
and d’Haultfoeuille (2020): (i) we consider nonbinary regressors, (ii) we do not impose a specific
group structure defined by the time series of the regressor, (iii) theorem 2 considers heteroge-
neity at the hourly level only whereas de Chaisemartin and d’Haultfoeuille (2020) consider het-
erogeneity at the group and time level. It is important to note that to see the connection between
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it is possible for the weights in the probability limit of β̂LF to be negative, which can
further complicate its interpretation.10 Regardless of the sign of the weights, however,
it is possible for the probability limit of β̂LF and β̂HF to have different signs from the
average of the hourly coefficients, �β 5 oH

h51βh/H, if the h-specific coefficients vary
their signs across h.

Remark 4 (Low-frequency regressor and response heterogeneity): Suppose that
Xith 5 Xit, which may be the case in some settings. For example, Xit could be a
binary treatment variable, such as in the program evaluation literature on energy
efficiency. While in this case β̂HF and β̂LF would be consistent for the simple av-
erage of the heterogeneous slope coefficients, ohβh/H, without high-frequency
data the empirical researcher would not be able to measure response heterogeneity
at the high-frequency dimension.

Remark 5 (Exogeneity condition): To simplify illustration, we impose the
strict exogeneity assumption. The probability limits of β̂h and β̂HF remain the
same if we instead impose the weaker h-specific strict exogeneity assumption
E½uithjX i : h, aih� 5 0, whereas the probability limit of β̂LF would include additional
terms due to the possible dependence between uit‘ and Xith for h ≠ ‘ similar to the-
orem 1 (ii).

Remark 6 (Probability limits and numerical identities): When comparing the
numerical identities presented in (28) and (30) for β̂HF and β̂LF , respectively, with
10. For simplicity, consider the case where H 5 2, then the numerator of the weight in the
probability limit of β̂LF on β1 can be bounded above and below as follows

o
t
E½(Xit1 – �Xi:1 – E½Xit1�)2� –

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
o
t
E½(Xit1 – �Xi:1 – E½Xit1�)2�o

t
E½(Xit2 – �Xi:2 – E½Xit2�)2�

r

≤ o
t
E½(Xit1 – �Xi:1 – E½Xit1�)2� 1o

t
E½(Xit1 – �Xi:1 – E½Xit1�)(Xit2 – �Xi:2 – E½Xit2�)

≤ o
t
E½(Xit1 – �Xi:1 – E½Xit1�)2� 1

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
o
t
E½(Xit1 – �Xi:1 – E½Xit1�)2�o

t
E½(Xit2 – �Xi:2 – E½Xit2�)2�

r

where the lower bound corresponds to the case where the two-way demeaned version of Xit1

and Xit2 are perfectly negatively correlated. For that case, the weight on β1 would be negative
if otE½(Xit1 – �Xi:1 – E½Xit1�)2� < otE½(Xit2 – �Xi:2 – E½Xit2�)2�.

the weights in our probability limit and that in de Chaisemartin and d’Haultfoeuille (2020),
note that (Xith – �Xi : h – E½Xith�)2 5 (Xith – �Xi : h – E½Xith�)Xith. If Xith is binary, the last term
equals the two-way fixed effects residualized Xith similar to the term in de Chaisemartin and
d’Haultfoeuille (2020) with one key difference that here we have population analogs, since we
are presenting probability limits. We revisit the connection to the results in de Chaisemartin
and d’Haultfoeuille (2020) in remark 7 when we discuss unit-hour heterogeneity.
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their probability limits, we find that the sample analog of the probability limit of
β̂HF equals its numerical decomposition in (28). This means that, if we compute
the sample analog of the terms in the probability limit of β̂HF in theorem 2, then
we exactly replicate β̂HF in (28). However, doing the same for the probability limit
of β̂LF would not replicate exactly the decomposition in (30) because the last term
in (31) has zero expectation assuming strict exogeneity. However, its sample analog
will not equal zero in general and may be statistically different from zero if strict
exogeneity is violated. We illustrate these distinctions empirically in section 4.2.1.

3.1.2. Unit and Hourly Slope Heterogeneity

In this section, we extend the results of the previous section to a model that allows for
unit-by-hour slope heterogeneity, specifically

Yith 5 Xithβih 1 aih 1 λth 1 uith: (32)

Suppose we ignore the individual response heterogeneity and pool all hourly observa-
tions to obtain the estimator of the hourly slope coefficient,

β̂h 5 oi,t(Xith – �Xi : h – �X: th)
2βih

oi,t(Xith – �Xi : h – �X: th)
2 1oi,t(Xith – �Xi : h – �X: th)uith

oi,t(Xith – �Xi : h – �X: th)
2 : (33)

This will converge in probability to a variance-weighted average of the heterogeneous
coefficients similar to the case with one-way and two-way fixed effects models.

The following theorem derives the probability limit of β̂h as well as β̂HF and β̂LF for
the case with unit-hour slope heterogeneity. Because of potential heterogeneity across i,
we no longer assume identical distributions across individuals, but we do maintain the
independence assumption. In the following, �E½Xi� denotes limn→∞on

i51E½Xi�/n.

Theorem 3: Assume (32), the cross-sectional independence assumption,
E½ot(oh(Xith – �Xi : h – �E½Xith�))2� > 0 ∀i, and E½ot(Xith – �Xi : h – �E½Xith�)2� > 0
∀i, h. In addition, EjXithj11d < D0 < ∞, EjXith – �Xi : h – �E½Xith�j21d < D1 < ∞
and Ej(Xith – �Xi : h – �E½Xith�)(Xit‘ – �Xi : ‘ – �E½Xit‘�)βi‘j11d < D2 < ∞ for some d >
0∀i, t, h, ‘.
If E½uithjfX i : ‘, ai‘gH‘51� 5 0 ∀h, then as n→∞

β̂h →
p �E½otβih(Xith – �Xi : h – �E½Xith�)2�

�E½ot(Xith – �Xi : h – �E½Xith�)2�
∀ h,

β̂HF →
p �E½ohβih(Xith – �Xi : h – �E½Xith�)2�

�E½otoh(Xith – �Xi : h – �E½Xith�)2�
,

β̂LF →
p �E ohβiho‘ ot(Xith – �Xi : h – �E½Xith�)(Xit‘ – �Xi : ‘ – �E½Xit‘�)

� �� �
�E½ot(oh(Xith – �Xi : h – �E½Xith�))2�

:
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Remark 7 (Unit-invariant regressors and response heterogeneity): If Xith 5
Xth ∀t, h, then the probability limits in the above theorem simplify to

β̂h →
p
�E½ βih� ∀ h,

β̂HF →
p

o
h

ot(Xth – �X::h – �X:mh)
2

otoh(Xth – �X::h – �X:mh)
2
�E½ βih�,

(34)

where we treat Xth as a fixed regressor since it does not vary across individual units
and assume �Ejβihj < ∞ and λth 5 λmh, where m denotes a lower frequency dimen-
sion than t, such as month in our empirical application.11 The above illustrates that
while β̂h is consistent for the population average of the individual-specific hourly
coefficients, β̂HF is consistent for a variance-weighted average of individual-specific
hourly coefficients.
If instead the regressors only vary across groups of units, that is, Xith 5 Xg(i)th ∀t,
h, where g(i) denotes the group membership for unit i. For g 5 1, ::: ,G < ∞, we
can derive the following probability limits for β̂h and β̂HF , where we treat Xgth

as fixed,

β̂h →
p

o
g

pgot(Xgth – �Xg : h – X: th)
2

ogpgot(Xgth – �Xg : h – X: th)
2
�E½ βihj g(i) 5 g� ∀ h,

β̂HF →
p

o
h
o
g

pgot(Xgth – �X::h – X: th)
2

otohogpg(Xth – �X::h – X: th)
2
�E½ βihj g(i) 5 g�,

(35)

where pg 5 P(g(i) 5 g) and X: th 5 ogpgXgth. Since we allow for unit and time
heterogeneity, the result for β̂HF relates to de Chaisemartin and d’Haultfoeuille
(2020, theorem 1), which show that for binary regressors some of the weights can
be negative.

3.2. Identifying Response to High- and Low-Frequency Variation

With high-frequency regressors, the outcome in a specific hour may respond differently
to low- and high-frequency variation in the variable of interest. This is particularly rel-
evant for energy, where consumers may respond in the short run by changing energy
use and in the long run by buying durable goods with different energy efficiency levels.
For example, a driver may respond to the current gasoline price increase by driving less,
but if the price persists, she may buy a more fuel-efficient vehicle. In the case of elec-
tricity consumption and temperature, consumers may use more air conditioning in a
hot hour. If the temperature remains high for several hours or days, the building ab-
sorbs more heat and the cooling energy required increases further.
11. Note that λth would soak up all the variation in the regressor otherwise.
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There are several different models that can incorporate such dependence. We con-
sider a simple model that allows the current outcome to depend on a moving average
of the regressor to illustrate the consequences of ignoring this type of dependence in
practice. Let

Yith 5 �Xitm(h)g 1 (Xith – �Xitm(h))β 1 aih 1 λth 1 uith, (36)

where �Xitm(h) 5 m–1oh
‘5h–m11Xit‘. For example, if m 5 24, then we allow the con-

sumer to respond differently to the trailing 24-hour average temperature to hourly de-
viations from that average.12

The following theorem examines the probability limits of the fixed effects estima-
tors that ignore this dependence on the moving average using low- and high-frequency
data.

Theorem 4: Assume (36), the cross-sectional i.i.d. assumption,
E½ot(oh(Xith – �Xi : h – E½Xith�))2� > 0; EjXithj < ∞, E½(Xith – �Xi : h – E½Xith�)2� <
∞ and E½�X2

itm(h)� < ∞ ∀t, h.
If E½uithjfX i : ‘, ai‘gH‘51� 5 0 ∀h, then as n→∞

β̂HF →
p

 g
E ot,h(Xith – �Xi : h – E½Xith�)�Xitm(h)
� �
E ot,h(Xith – �Xi : h – E½Xith�)2
� �

1 β
E ot,h(Xith – �Xi : h – E½Xith�)(Xith – �Xitm(h))
� �

E ot,h(Xith – �Xi : h – E½Xith�)2
� � :

β̂LF →
p

 g
E ot,h(Xith – �Xi : h – E½Xith�)o‘

�Xitm(‘)
� �
E ot(oh(Xith – �Xi : h – E½Xith�))2
� �

1 β
E ot,h(Xith – �Xi : h – E½Xith�)o‘(Xit‘ – �Xitm(‘))
� �

E ot(oh(Xith – �Xi : h – E½Xith�))2
� � :

The above results illustrate that both estimators converge to a weighted average of
the response to the moving average, g, and the response to the contemporaneous re-
gressor, β. For β̂HF , the weights depend on the variance of �Xitm(h) relative to the var-
iance of hourly deviations from that mean. In general, the weight on β is smaller for
β̂LF than β̂HF . To see this, consider the term o‘(Xit‘ – �Xitm(‘)) in the weight on β in
β̂LF . This term is the sum of deviations of hourly values of X from the moving average.
Some values will exceed the moving average and others will be below it, so this sum
will tend to be small.
12. The model in (36) can alternatively be written as Yith 5 Xitm(h)d 1 Xithβ 1 aih 1
λth 1 uith, where d 5 g – β.
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The effects of aggregation in this context are clearer in a slightly different model
that replaces the moving average of lags of the regressor with a fixed-window average.
For example, consider the model

Yith 5 �Xit :g 1 (Xith – �Xit :)β 1 aih 1 λth 1 uith: (37)

In this model, the outcome variable responds to the contemporaneous hour and the
daily average. The corresponding aggregate model simplifies as follows,

�Yit 5 �Xitg 1 (�Xit : – �Xit :)β 1 �ai : 1 �λt : 1 �uit 5 �Xitg 1 �ai : 1 �λt : 1 �uit: (38)

The low-frequency estimator applied to this model would consistently estimate g,
whereas the high-frequency estimator would estimate a weighted average of g and
β as in theorem 4.13 In short, when the outcome responds differently to low- and
high-frequency variation in the regressor, β̂LF is closer to the response to the low-
frequency variation, whereas β̂HF is weighted toward the high-frequency response.

Remark 8 (High-frequency measurement error and aggregation): The model in
(37) and (38) illustrates how the effects of high-frequency measurement error are
mitigated in the aggregate model. Suppose deviations in the regressor from the
daily average are pure noise to which the outcome variable does not respond, that
is, β 5 0. Then, the aggregated model would consistently estimate the true re-
sponse g, whereas the high-frequency estimator would be attenuated by the noise.
3.3. Flexible Fixed Effects Specifications

In prior sections, we consider a two-way fixed effects model with high-frequency data
that yields the “standard” two-way fixed effects model when aggregated to the low-
frequency dimension. An important advantage of high-frequency data is that it allows
for alternative fixed effects specifications thereby controlling for different types of un-
observable heterogeneity.

Without imposing any restrictions on the fixed effects structure, the linear model
would be given by the following

Yith 5 Xithβ 1 eith, (39)

where eith consists of unobservable factors that may affect energy consumption at a
specific premise and may vary at both the high- and low-frequency dimensions. If
13. This model is perhaps slightly unrealistic as it implies that agents respond to values of
the regressor that have not been observed yet, i.e., those that will be realized later in the day.
The model could be modified to use a forecast of �Xit in place of the realized �Xit. If the regressor
is highly predictable, as in the electricity-temperature example, using the realized aggregate in
place of its forecast would make little difference.
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these factors correlate with Xith in an arbitrary way, then we cannot identify β. Includ-
ing fixed effects allows us to control for some unobservable characteristics that may
correlate with Xith.

In the two-way fixed effects model in (17), eith consists of aih, λth, and uith, where aih

are premise-hour-specific unobservables that affect a premise’s “innate” energy con-
sumption, which accounts for premise-specific daily routines that may affect energy
consumption, λth are day-and-hour-specific common trends in energy consumption,
whereas uith captures premise-day-hour-specific unobservables. While we can allow
aih and λth to vary arbitrarily with ih and th, respectively, E½uithjX i : h, aih� 5 0 for i,
t, and h. Hence, after controlling for aih and λth, there should be no remaining poten-
tial confounders in uith. To identify β using the above specification, within-premise-
hour variability in the regressor accounting for general trends at the hourly level will
be used.

Depending on the empirical setting, however, the fixed effects structure in (17)
may not be suitable. An alternative fixed effects specification allows for arbitrary prem-
ise and time fixed effects, while allowing for h-specific time trends,

Yith 5 Xithβ 1 ait 1 λth 1 uith: (40)

In our electricity-temperature example, aitmay capture changes in an individual prem-
ise’s baseload consumption due to changing income, purchase of new appliances, or
changes in the number of people living in the house. If t represents days and h repre-
sents hours in a day, then β would be identified by variation in the regressor across
hours in a given day for each premise. In contrast, (17) identifies β using variation
across days within a given hour for each premise. Both models also account for general
trends at the day-by-hour level. Aggregating (40) leads to a model in which β is un-
identified because the fixed effect ait has the same resolution as the aggregated regres-
sor, �Xit :. Thus, the high-frequency model allows the researcher to explore a broader
array of fixed effects specifications.

3.4. Smaller Inconsistency due to Low-Frequency Omitted Variables

In this section, we consider the consequences of omitted variables on the inconsistency
of fixed effects estimators using high- and low-frequency data. We specifically consider
the case where

Yith 5 Xithβ 1 Withg 1 aih 1 λth 1 eith (41)

and examine the probability limits of β̂LF and β̂HF when we omit �Wit : and With,
respectively.

Using the decomposition of β̂HF in appendix section A.1, and noting that (41) im-
plies uith 5 Withg 1 eith,
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β̂HF 5 β 1 goi,t,h(Xith – �Xi : h – �X: th)With

oi,t,h(Xith – �Xi : h – �X: th)
2 1oi,t,h(Xith – �Xi : h – �X: th)eith

oi,t,h(Xith – �Xi : h – �X: th)
2

→
p
β 1 gotohE½(Xith – �Xi : h – E½Xith�)With�

otohE½(Xith – �Xi : h – E½Xith�)2�
,

(42)

where the convergence in probability follows from E½eithjfX i : ‘, ai‘gH‘51� 5 0 in
addition to sufficient regularity conditions. Similarly, we can derive the probabil-
ity limit of the fixed effects estimator using the low-frequency data assuming
E½eithjfX i : ‘, ai‘gH‘51� 5 0 and sufficient regularity conditions

β̂LF 5 β 1 goi,toho‘(Xith – �Xi : h – �X: th)Wit‘

oi,t(ohXith – �Xi : h – �X: th)
2

1oi,toho‘(Xith – �Xi : h – �X: th)eit‘

oi,t(oh(Xith – �Xi : h – �X: th))
2

→
p
β 1 gotoho‘E½(Xith – �Xi : h – Xith)Wit‘�

otE½(ohXith – �Xi : h – E½Xith�)2�
:

(43)

These expressions look like the textbook omitted-variable-bias formulas (Wooldridge
2002). There is no inconsistency in either estimator if g 5 0 or if the omitted variable
is uncorrelated with the two-way demeaned regressor.

Next, we show that if the omitted variable varies at the low frequency, then β̂HF

suffers from a smaller inconsistency than β̂LF . In general, the inconsistency of β̂LF
and β̂HF can be written as

plimn→∞β̂LF – β 5 gotoho‘E½(Xith – �Xi : h – E½Xith�)Wit‘�/H
otE½(oh(Xith – �Xi : h – E½Xith�))2�/H

,

plimn→∞β̂HF – β 5 gotohE½(Xith – �Xi : h – E½Xith�)With�
otohE½(Xith – �Xi : h – E½Xith�)2�

:

(44)

Using Minkowski and Jensen’s inequality, we obtain the following relationship be-
tween the denominators,14

o
t
E

1
H o

h
(Xith – �Xi : h – E½Xith�)

 !2" #
≤ o

t
o
h
E (Xith – �Xi : h – E½Xith�)2
� �

: (45)

This inequality shows that the denominator in the probability limit of β̂LF is no larger
than that of β̂HF , but the relationship between the numerators is not clear in general.
14. See sec. A.3, eq. (A.8), in the appendix for a derivation.
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However, the two numerators would be equal if E½(Xith – �Xi : h – E½Xith�)Wit‘� 5
E½(Xith – �Xi : h – E½Xith�)With� ∀h, ‘, which would be the case if With 5 Wit, that
is, it is a low-frequency omitted variable. As a result, if With 5 Wit, then

plimn→∞β̂LF – β
		 		 ≥ plimn→∞β̂HF – β

		 		, (46)

where the strict equality holds when the regressor is also low frequency, that is, Xith 5
Xit, which implies that the denominators of both probability limits are also identical.15

Hence, the difference between the probability limit of the two estimators is largest when
Xith has substantial hourly variation and smallest when it has no hourly variation.

In sum, the magnitude of the inconsistency of fixed effects estimators due to low-
frequency omitted variables is smaller when using high-frequency data relative to low-
frequency data. If the regressor exhibits relatively greater high-frequency variation
than the omitted variable, then the high-frequency estimator suffers from a relatively
smaller inconsistency than the low-frequency estimator.

4. EMPIRICAL ILLUSTRATION: TEMPERATURE

AND ENERGY CONSUMPTION

In the previous sections, we made assumptions regarding the outcome equation in or-
der to formalize potential issues that arise in the context of high-frequency data. Here
we illustrate the relevance of our theoretical analysis in light of the energy-temperature
relationship.

4.1. Data

Our data set consists of a sample of 4,877 premises from the Sacramento Municipal
Utility District (SMUD).16 It includes hourly electricity consumption from January 1,
2012, through December 31, 2013, for nearly all premises in the data set. The hourly
temperature variable is from a National Oceanic and Atmospheric Administration
station at the Sacramento International Airport that records hourly temperature.
15. In fact, if the regressor is low frequency, i.e., Xith 5 Xit, then β̂LF and β̂HF have identical
probability limits regardless of whether the omitted variable is high or low frequency. When
Xith 5 Xit, the denominators of both probability limits are equal as pointed out above. Fur-
thermore, their numerators also agree. The numerator of plimn→∞βLF simplifies as follows
otoho‘E½(Xith – �Xi : h – E½Xith�)Wit‘�/H 5 otohE½(Xit – �Xi : – E½Xit�)With�, which is identi-
cal to the numerator of plimn→∞β̂HF .

16. We draw a random sample from the data set used in Novan and Smith (2018), which
includes nearly all houses in Sacramento and neighboring areas. From this random sample we
first drop any premise that has more than 73 hourly missing observations, which is 1% of the
total number of hours between May and September in 2012 and 2013, 7, 344 5 306 × 24. In
addition, we drop any household for which total daily energy consumption is missing for more
than 7 days in our sample, i.e., households that have strictly less than 300 daily observations of
total daily energy consumption.
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To avoid nonlinearities in the relationship between temperature and energy, we con-
sider only late-spring and summer months, specifically May through September in
2012 and 2013.17

Table 2 presents the number of observations and summary statistics of total daily,
average daily, and hourly energy consumption as well as average daily and hourly tem-
perature in our data set. The total daily energy consumption in our data set is 25.92,
while the average daily consumption is 1.08. Average hourly consumption between 2
and 11 hours is below the daily average, while it is above the daily average in the re-
maining hours, peaking between 19 and 20 hours. Hourly temperature peaks at 16 hours
on average and remains high until 20 hours.

4.2. Empirical Analysis

Before we illustrate the theoretical results using this empirical application, we briefly
revisit table 1 to provide a more thorough discussion of its results. The hourly regres-
sion presented in column 1 of table 1 is given by

Yitmdh 5 Xtmdhβ 1 aih 1 λtmh 1 uitmdh, (47)

where Yitmdh is kWh of energy consumed in premise i, year t, month m, day d, and
hour h. The regressor Xtmdh is the hourly temperature, aih consists of premise-
hour-specific characteristics, and λtmh represent year-month-by-hour time trends in
energy consumption. We introduce additional subscripts here to enable clear delinea-
tion between levels of aggregation. The table also includes the following daily regres-
sions with different fixed effects specifications,

�Yitmd: 5 �Xtmd :β 1 ~ai 1 �uitmd:,

�Yitmd: 5 �Xtmd :β 1 ~ai 1 ~λt 1 �uitmd:,

�Yitmd: 5 �Xtmd :β 1 ~ai 1 ~λtm 1 �uitmd:,

(48)

the following monthly regressions

�Yitm:: 5 �Xtm::β 1 ~ai 1 �uitm::,

�Yitm:: 5 �Xtm::β 1 ~ai 1 ~λt 1 �uitm::,

�Yitm:: 5 �Xtm::β 1 ~ai : 1 ~λm 1 �uitm::,

(49)

and the following annual regression

�Yit::: 5 �Xt:::β 1 ~ai 1 �uit::::
17. For scatter plots of the two-way demeaned temperature and energy that illustrate that
the linear model provides a good approximation of the relationship between hourly consump-
tion and temperature, see the appendix.
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For the hourly, daily, and monthly regressions, the slope coefficient is positive; how-
ever it increases in magnitude with greater temporal aggregation.18 Theorem 1 provides
Table 2. Summary Statistics of Residential Summer Energy Consumption and Temperature

Energy Consumption (kWh)
Temperature (°F)

Day ×
Premise

Observations Mean SD Min Max
Day

Observations Mean SD Min Max

Total daily 1,492,359 25.92 22.62 .00 652.76
Average

daily 1,492,359 1.08 .94 .00 27.20 306 72.25 5.77 57.42 88.88
Hourly

1 1,492,349 .99 1.15 .00 30.14 306 63.96 5.73 50 82
2 1,492,352 .82 1.02 .00 25.63 306 62.82 5.49 51 80
3 1,492,354 .71 .93 .00 25.13 306 61.53 5.09 50 76
4 1,492,355 .64 .87 .00 24.26 306 60.27 4.80 50 74
5 1,492,355 .60 .83 .00 24.91 306 59.05 4.60 48 73
6 1,492,354 .58 .82 .00 24.48 306 58.28 4.67 48 75
7 1,492,355 .60 .83 .00 22.51 306 58.88 4.90 48 80
8 1,492,355 .67 .87 .00 22.51 306 61.99 5.27 51 83
9 1,492,355 .72 .92 .00 26.15 306 66.03 5.59 54 87
10 1,492,353 .76 .96 .00 29.98 306 70.60 5.96 56 90
11 1,492,352 .81 1.02 .00 29.66 306 74.86 6.44 58 94
12 1,492,352 .88 1.10 .00 31.79 306 78.80 7.01 58 100
13 1,492,352 .96 1.19 .00 30.91 306 82.23 7.39 60 101
14 1,492,350 1.06 1.30 .00 33.42 306 84.94 7.78 60 106
15 1,492,354 1.19 1.42 .00 36.08 306 86.90 8.19 61 106
16 1,492,354 1.33 1.54 .00 32.70 306 88.17 8.26 61 108
17 1,492,354 1.50 1.65 .00 34.51 306 88.46 8.38 62 107
18 1,492,352 1.66 1.73 .00 36.85 306 87.34 8.56 62 107
19 1,492,354 1.77 1.78 .00 35.71 306 84.23 8.44 61 104
20 1,492,354 1.78 1.76 .00 42.60 306 78.86 7.79 60 99
21 1,492,354 1.68 1.68 .00 43.67 306 73.55 6.98 58 92
22 1,492,342 1.57 1.59 .00 45.59 306 69.86 6.42 55 88
23 1,492,351 1.43 1.50 .00 38.54 306 67.11 5.90 53 87
24 1,492,352 1.22 1.32 .00 29.12 306 65.21 5.74 51 85
18. It is w
mains the sam
orth noting that the difference between the
e if we only consider regressions without ti
coefficients ac
me fixed effects
ross lev
(cols. 2
els of
, 5, an
aggrega
d 8 in t
Note. The summary statistics of hourly energy consumption (kWh) and temperature data of 4,877
premises in Sacramento, California, and neighboring areas between May and September of 2012 and
2013, a total of 306 days.
tion re-
able 1).
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a set of conditions under which high- and low-frequency estimators are consistent for
the same object of interest. These conditions include (i) strict exogeneity, (ii) response
homogeneity, (iii) the high-frequency outcome being a function of the contemporaneous
regressor only. The fact that the coefficients increase as we aggregate from hourly to
daily to monthly suggests a violation of one of the conditions of this theorem. In the
following, we use insights from our theoretical analysis to better understand the poten-
tial explanations for the differences between the estimates in table 1.

When we aggregate to the annual level, the coefficient on temperature is negative
and insignificant. We only have 2 years of data, so we cannot include time fixed effects
in the annual regression. Thus, the trends are essentially an omitted variable that we
cannot control for in the annual regression. However, when we omit the time fixed
effects from the higher frequency models, it makes little difference to the coefficients.

4.2.1. Hourly Response Heterogeneity

In this section, we examine whether hourly heterogeneity in the response of energy
consumption to temperature may explain the difference between the hourly and daily
regressions. Using hourly data, accounting for response heterogeneity at this high-
frequency dimension is straightforward using the following regression equation,

Yitmdh 5 Xtmdhβh 1 aih 1 λtmh 1 uitmdh: (50)

Since the temperature variable does not vary across i as in remark 7, the estimator of
β̂h is robust to the presence of response heterogeneity at the unit level. It is specifically
consistent for the simple average of premise-specific coefficients and not a variance-
weighted average as it would be otherwise.

Figure 1 presents the point estimates and point-wise confidence intervals of β̂h
using year-by-week cluster-robust standard errors. The figure clearly illustrates a di-
urnal pattern in energy consumption. As expected for summer months, increases in
temperature are positively associated with increased energy consumption. The point
estimates range from 0.008 to 0.061, where the peak occurs in the 20th hour of
the day (see table B1 for exact numerical values of the estimates; tables B1–B7 are
available online). The simple average of these point estimates is β̂ 5 0:032, which
is indicated by the horizontal line in the figure. Unsurprisingly, the responsiveness
to temperature in the early and late morning hours is below average, whereas it exceeds
the average in the late afternoon and evening hours when people operate their air
conditioners.

Applying theorem 2 to this setting, we expect β̂HF , the fixed effects estimator
that pools all hourly data, to be consistent for a variance-weighted average of the
hourly slope coefficients, β̂h. According to table 1, β̂HF 5 0:0367, which is about
15% larger than the simple average of the hourly slope coefficients. When we examine
the daily aggregated results, the fixed effects estimator using both unit and year-by-
month fixed effects, which we refer to as β̂LF , equals 0.041, which is almost 30% larger
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than β̂ and 12% larger than β̂HF . Under the assumptions of theorem 2, β̂LF converges
in probability to a variance-weighted average of the same-hour slope coefficients sim-
ilar to β̂HF , but the weights include both the same-hour variance and the sum of
intraday covariances.

Since the weights in β̂HF and β̂LF are determined by the appropriately demeaned
temperature variance, figure 2 presents a heat map of the variance-covariance matrix of
the appropriately demeaned hourly temperature. By definition, the diagonal elements
on this plot are the variance of hourly temperature. We can see that the variance is
highest in the late afternoon and early evening. These hours also exhibit the highest
responsiveness of energy consumption to temperature as in figure 1. As a result, the
slope coefficients of these hours will be given relatively higher weight in β̂HF than in
the simple average of the hourly coefficients, β̂. It is hence not surprising that β̂HF is
larger in magnitude than β̂. As for β̂LF , note that the row sum of the covariance matrix
for a given h is proportional to the sample analog of the weight given βh in its prob-
ability limit. Visual inspection illustrates that the late afternoon and early evening
hours will tend to receive higher weight than the early morning hours.

To better understand the role of response heterogeneity in the estimates of the
temperature coefficient in the hourly and daily regressions, we compute the weights
Figure 1. Energy-temperature relationship: hourly regression results. Point estimates and
point-wise 95% confidence bands of hourly regression coefficients are presented, that is, Yitmdh 5

βhXitmdh 1 aih 1 λtmh 1 uitmdh. Cluster-robust standard errors are computed for year-by-week
clusters. The horizontal line marks β̂ 5 o24

h51β̂h/24 5 0:032.
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in the formulas for β̂LF and β̂HF from theorem 2. This theorem is based on the model
that assumes a linear response to temperature with hourly slope heterogeneity. Table 3
presents the estimates of the hourly coefficient estimates together with estimates of
their weights in the probability limit of both estimators, which we denote by ŵLF

h

and ŵHF
h . Note that the simple average of the hourly coefficients would put 1/H 5

0:041 weight on each hour. The table shows that the hourly weights in the estimates
of both probability limits put higher weight on the hours between 13 and 20 relative to
the remaining hours, which explains why both weighted averages are larger than the
simple average of 0.032.

Comparing the sample analogs of the probability limits of β̂LF and β̂HF with their
estimates illustrates remark 6. Specifically, the sample analog of the probability limit
of β̂HF is by construction numerically equivalent to β̂HF . This is not true for the
Figure 2. Variance-covariance matrix of demeaned hourly temperature. The heat map pres-
ents the interhour variance-covariance matrix of demeaned temperature; specifically it plots
Ĉov(Xtmdh – �X:::h – �Xtm : h,Xtmd‘ – �X:::h – �Xtm : h) for h 5 1, . . . , H, ‘ 5 1, . . . , H.
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low-frequency estimates. According to (30), β̂LF , which equals 0.0411, is numerically
identical to a weighted sum over h of oH

‘51ĝh‘ as illustrated in panel B of table 3.19 The
Table 3. Numerical Identities and Probability Limits of β̂LF and β̂HF

A. Estimated Weights on Hourly Slope Coefficients in the Probability Limits of β̂LF and β̂HF

h 1 2 3 4 5 6 7 8 9 10 11 12

β̂h .034 .028 .023 .019 .015 .012 .010 .008 .008 .010 .013 .017
ŵLF
h .034 .032 .029 .025 .022 .023 .027 .034 .038 .043 .047 .051

ŵHF
h .030 .027 .024 .021 .019 .020 .023 .027 .031 .037 .043 .051

h 13 14 15 16 17 18 19 20 21 22 23 24

β̂h .023 .031 .038 .047 .053 .055 .057 .060 .059 .055 .051 .043
ŵLF
h .052 .055 .056 .056 .056 .057 .056 .050 .045 .042 .037 .036

ŵHF
h .054 .059 .063 .062 .063 .068 .067 .056 .047 .041 .034 .032

β̂LF 5 :0411, ohβ̂hŵLF
h 5 :0349, β̂HF 5 ohβ̂hŵHF

h 5 :0367

B. Empirical Illustration of the Decomposition of β̂LF in Equation (30)

h 1 2 3 4 5 6 7 8 9 10 11 12

oH
‘51ĝh‘ .919 .944 .983 .956 .928 .899 .933 .962 .910 .837 .771 .716

ŵLF,D
h .002 .002 .001 .001 .001 .001 .001 .001 .002 .002 .002 .003

h 13 14 15 16 17 18 19 20 21 22 23 24

oH
‘51ĝh‘ .686 .666 .638 .641 .628 .598 .588 .624 .668 .712 .770 .820

ŵLF,D
h .003 .003 .004 .004 .004 .004 .004 .003 .003 .002 .002 .002

β̂LF 5 ohŵ
LF,D
h o‘ĝh‘ 5 :0411
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Note. Panel A presents the estimates of the hourly slope coefficients as well as the estimates of their
weights in the probability limit of β̂LF and β̂HF in theorem 2, which are denoted by ŵLF

h and β̂HF
h , respec-

tively. In general, ŵLF
h 5 ot(Xith – �Xi : h – �X: th)oH

‘51(Xit‘ – �Xi : ‘ – �X: t‘)/oi,t(oh(Xith – �Xi : h – �X: th))
2 and

ŵHF
h 5 oi,t(Xith – �Xi : h – �X: th)

2/oi,t,h(Xith – �Xi : h – �X: th)
2. We adapt the weights to our empirical example

with individual-invariant temperature and year-by-month-by-hour fixed effects. Note that by remark 6, the
sample analog of the probability limit of β̂HF is numerically identical to its estimate. Panel B presents the es-
timates of the components of the decomposition of β̂LF in (30) using the daily regression with unit and year-
by-month fixed effects in our empirical application: (1) oH

‘51ĝh‘ 5 β̂h 1 o‘≠hĝh‘, which are the sums of the
columns of the heat map in fig. B1 in the online appendix, (2) ŵLF,D

h 5 oi,t(Xith – �Xi : h – �X: th)
2/
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2g as given in (30), which we adapt to our empirical example with individual-

invariant temperature and year-by-month-by-hour fixed effects. The superscript D distinguishes the weights
in this numerically identical decomposition from the estimated weights in the probability limit, ŵLF

h , presented
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difference between these two estimates is likely a result of potential violations of the
assumptions of theorem 2, which may be caused by omitted variables or other misspeci-
fication bias.

Overall, we find an intuitive diurnal pattern in the response of residential energy
consumption to temperature. Since temperature in this application is unit-invariant,
our hourly coefficient estimates are robust to unit response heterogeneity as per re-
mark 7. Our examination of the weights on the hourly coefficients in β̂LF and β̂HF

suggests that response heterogeneity does not explain the difference between those
two estimates. We suspect that the difference between these estimates is better ex-
plained by violations of strict exogeneity.20 A plausible violation of strict exogeneity
in our application is the misspecification of the response function. Since consumers
may not be solely responding to the specific hour’s temperature but also to how hot
a particular day is, we next incorporate daily temperature into the response function.

4.2.2. Disentangling Response to Hourly and Daily Temperature

As discussed in section 3.2, in the context of the energy-temperature relationship, we
expect hourly consumption not only to depend on temperature in the contemporane-
ous hour but also on daily average temperature. The differences between the high- and
low-frequency estimates above also suggest dependence on temperature in other hours.
Hence, we consider the model in (37).

Table 4 reports the following regression results in column 1:

Yitmdh 5 �Xtmd :g 1 (Xtmdh – �Xtmd :)β 1 aih 1 λtmh 1 uitmdh: (51)

The table also shows the pooled hourly regression estimate, β̂HF , and the daily regres-
sion estimate, β̂LF , in columns 2 and 3, respectively, which illustrate the results in
section 3.2. We specifically find that β̂LF , the coefficient estimate from the daily re-
gression, is numerically identical to the estimate of g. This numerical identity stems
from the use of the average daily temperature in lieu of a lagged moving average as
in (36). We also find that the magnitude of the coefficient in the hourly regression
which excludes the daily average, β̂HF , lies between the estimate of g and β as expected
from theorem 4.
20. This is further supported when we examine the first-difference estimator using the daily
data in table B7. By textbook arguments in Wooldridge (2002), if strict exogeneity is violated,
the fixed effects and first difference estimators tend to converge to different probability limits. In
our application, the first-difference estimator is 0.0363, which is quantitatively different from its
fixed effects counterpart, 0.0411, which provides additional suggestive evidence that strict exo-
geneity is likely violated. Interestingly, the first-difference estimator is closer to the results from
pooling the hourly data.
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Since the previous section documents substantial response heterogeneity across
hours, we examine the hourly heterogeneity in the slope coefficients on the daily av-
erage temperature as well as the hourly deviation from the daily average,

Yitmdh 5 �Xtmd :gh 1 (Xtmdh – �Xtmd :)βh 1 aih 1 λtmh 1 uitmdh, (52)

which are presented in figure 3.
Panel A plots the estimates of gh across the different hours. This coefficient has a

very similar diurnal pattern to the hourly coefficients in figure 1, which are obtained
from a regression that excludes daily average temperature. However, the daily average
temperatures are larger in magnitude than those on hourly temperature in figure 1,
which is expected since a 1° increase in daily temperature is a more intense treatment
than a 1° increase in a specific hour’s temperature. Panel B shows that the response to
hourly temperature deviations is between 0 and 0.02 for most hours. The exceptions
are the first three hours after midnight, when the coefficient exceeds 0.02, and the 11–
16 hours in the middle of the day when the coefficient is negative. If it is hot at 1 a.m.
relative to the subsequent hours in the day, then it probably means it was hot the pre-
vious day, so the building is hotter and the demand for air conditioning is higher. This
explains the relatively large β̂h coefficients after midnight.

The negative β̂h coefficients in the middle of the day are relatively small in magni-
tude, but interesting. One interpretation is that, at a given daily average temperature, a
Table 4. Disentangling Response to Hourly and Daily Temperature

Aggregation Level Hourly
Daily

(1) (2) (3)

Hourly temperature (Xitmdh) .0367
(14.94)

Daily mean temperature (�Xitmd) .0411 .0411
(16.64) (10.63)

Deviation of hourly temperature from
daily mean (Xitdh – �Xitd :) .0240

(9.82)
Unit FE Unit × hour Unit × hour Unit
Time FE Year × month

× hour
Year × month
× hour

Year × month

Observations 35,816,464 35,816,464 1,492,359
Note. The t-statistics in parentheses are computed using standard errors clustered at the year-by-week
levels. Column 1 presents the results of the fixed effects regression of Yitmdh on �Xitmd : and (Xitmdh – �Xitmd :).
Column 2 presents the results of the fixed effects regression of Yitmdh on �Xitmdh . Column 3 presents the re-
sults of the fixed effects regression of �Yitmd : on �Xitmd : . FE 5 fixed effects.
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higher midday temperature causes some people to leave their house, thereby reducing
electricity consumption at the margin. Another possibility is that, holding the daily
average constant, a higher midday temperature means a lower temperature earlier in
the day, which implies a relatively cooler indoor midday temperature and lower demand
for air conditioning. Perhaps these are days when the temperature increase surprises
consumers, and they demand less air conditioning than they would on a typical day
at that average temperature. Overall, this example highlights a finding that deserves
more investigation and that would not have been seen without high-frequency data.

4.2.3. Fixed Effects Specifications

To simplify illustration in previous sections, we primarily consider a two-way fixed
effects model with premise-by-hour and year-month-by-hour fixed effects. As we
point out in section 3.3, high-frequency data offer the empirical researcher substantially
more flexible fixed effects specifications. In this section, we present the hourly regres-
sion results with different fixed effects. Given the general regression equation,

Yitmwdh 5 Xtmwdhβ 1 hitmwd 1 uitmwdh, (53)

where w denotes week of month, we consider the following fixed effects specifications
of hitmwd:

(1) hitmwd 5 aih 1 λtmh,

(2) hitmwd 5 aith 1 λtmh,

(3) hitmwd 5 aih 1 λtmdh,

(4) hitmwd 5 aih 1 λtmh 1 ddh,

(5) hitmwd 5 aih 1 λth 1 gmh 1 ddh:
Figure 3. Disentangling response to hourly and daily temperature. A, Coefficients on daily
temperature (ĝh). B, Coefficients on hourly temperature ( β̂h). The plots provide pointwise 95%
confidence bands for the coefficients in the hourly regression, Yitdh 5 gh �Xitd : 1 βh(Xitdh –
�Xitd :) 1 aih 1 λth 1 uitdh. Standard errors are clustered at the year-by-week level.
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The first specification is our baseline specification. The second specification relaxes
the premise-hour fixed effects to premise-year-by-hour fixed effects, which can control
for premise-by-year omitted variables that can vary energy consumption in a specific
hour of the day. This can account for potential energy efficiency upgrades in the home,
whichmay affect hourly energy consumption. Specifications (3)–(5) vary the time fixed
effects in our baseline specification. Specification (3) relaxes the year-by-month-by-
hour fixed effects to allow for day-of-week heterogeneity. Specifications (4) and (5)
may be viewed as restricted versions of (3). Specification (4) separates day-of-week-
by-hour fixed effects from the year-by-month-by-hour fixed effects. Specification (5)
includes three separable time fixed effects, year-by-hour, month-by-hour, and day-
of-week-by-hour.

Table 5 presents hourly regression results for the fixed effects specifications in (1)–
(5) for select hours of the day (see tables B3–B6 for the results of remaining hours).
These results illustrate that for our application, the fixed effects specification has little
impact on the coefficient estimates and the significance level. However, in general, fixed
effects specifications can have an impact on the resulting estimates. To provide a recent
example, Burlig et al. (2019) find that their estimates are highly sensitive to varying
their fixed effects specification.

5. EPILOGUE: WHEN ARE THERE BENEFITS TO

HIGH-FREQUENCY PANEL DATA?

This paper presents a formal analysis of the potential gains from high-frequency panel
data in estimating the relationship between an outcome and regressors of interest. Al-
though we formalize the first-order considerations in this context to provide guidance
to empirical practice, some caveats are in order. Throughout the paper, we assume that
the quality of the data at the high- and low-frequency dimension is the same.While this
is largely true in our empirical application using smart-meter energy consumption data,
this may not be the case in other settings. For instance, higher frequency data may suffer
from greater measurement error or attrition problems relative to their low-frequency
version.21 This is important to keep in mind when taking the results of this paper to
more general empirical settings. A formal analysis of these issues and their consequences
for comparing estimates from high- and low-frequency data is left for future work.

One of the key takeaways from this paper is that in making a decision regarding
aggregation level, the empirical researcher ought to think carefully about the features
of the “true” high-frequency outcome equation.22 In general, our results point to three
21. Remark 8 discusses a limiting case where the high-frequency variation consists purely of
measurement error. In this case, the low-frequency estimator would be consistent for the pa-
rameter of interest, whereas the high-frequency estimator would suffer from attenuation bias.

22. Similar considerations arise in the context of estimating dynamic panel models with un-
equally spaced data (Millimet and McDonough 2017).



Table 5. Hourly Regression Results with Different Fixed Effects Specifications

(1) (2) (3) (4) (5)

DV: Energy Consumption in 4 Hours

Temperature in 4 hours .0186 .0186 .0190 .0188 .0191
(8.92) (8.91) (10.25) (8.74) (8.11)

Observations 1,492,355 1,492,355 1,492,355 1,492,355 1,492,355

DV: Energy Consumption in 8 Hours

Temperature in 8 hours .0080 .0080 .0088 .0088 .0088
(5.66) (5.65) (7.75) (7.22) (6.62)

Observations 1,492,355 1,492,355 1,492,355 1,492,355 1,492,355

DV: Energy Consumption in 12 Hours

Temperature in 12 hours .0170 .0170 .0157 .0163 .0166
(5.90) (5.89) (6.59) (5.80) (5.60)

Observations 1,492,352 1,492,352 1,492,352 1,492,352 1,492,352

DV: Energy Consumption in 16 Hours

Temperature in 16 hours .0471 .0471 .0465 .0464 .0463
(12.06) (12.04) (13.11) (12.15) (11.54)

Observations 1,492,354 1,492,354 1,492,354 1,492,354 1,492,354

DV: Energy Consumption in 20 Hours

Temperature in 20 hours .0605 .0605 .0616 .0606 .0611
(23.93) (23.89) (24.09) (24.42) (22.85)

Observations 1,492,354 1,492,354 1,492,354 1,492,354 1,492,354

DV: Energy Consumption in 24 Hours

Temperature in 24 hours .0432 .0432 .0434 .0434 .0437
(15.05) (15.02) (17.25) (15.48) (14.40)

Observations 1,492,352 1,492,352 1,492,352 1,492,352 1,492,352

Note. The regression results reported above use different fixed effects specifications. All standard errors
are clustered at the year-by-week level. For Yitmwdh 5 Xtmwdh 1 hitmwd 1 uitmwdh , where w denotes week.
(1) hitmwd 5 aih 1 λtmh (baseline), (2) hitmwd 5 aith 1 λtmh , (3) hitmwd 5 aih 1 λtmdh, (4) hitmwd 5 aih 1
λtmh 1 ddh, (5) hitmwd 5 aih 1 λth 1 gmh 1 ddh. DV 5 dependent variable.
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factors that affect the extent of potential gains from high-frequency data: (1) response
heterogeneity at the high-frequency dimension, (2) differential response to high- and
low-frequency variation in the regressor, (3) nonlinearities in the relationship between
the high-frequency outcome and regressor. If the high-frequency outcome depends lin-
early on the contemporaneous regressor and there is no response heterogeneity in that
dimension, then the gains from using the high-frequency data may not be large. For
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instance, consider the effect of air pollution on mortality. One may argue that cumu-
lative air pollution over a period of time causes mortality, rather than hourly fluctua-
tions. As such, mortality’s sensitivity to air pollution would not vary at the hourly level,
but rather at a lower level of aggregation, such as month or season. However, if there
are nonlinearities in the relationship between the higher frequency mortality rate and
pollution, then the availability of high-frequency pollution variables would be critical to
capture those nonlinearities.

While our examination of the energy-temperature relationship is primarily an illus-
tration of the key theoretical points in the paper, it remains important to put our em-
pirical findings in the context of the energy efficiency literature given the prominent
role of energy efficiency policies in addressing climate change. Our analysis documents
substantial hourly heterogeneity in energy consumption’s response to temperature.
Since energy efficiency improvements that target heating or cooling necessarily depend
on the relationship between energy consumption and temperature or price, recent work
in this literature uses high-frequency data to understand when energy efficiency pro-
grams have the largest gains given temperature or price (Novan and Smith 2018;
Boomhower and Davis 2020). In this analysis, the models used interact the energy ef-
ficiency program with temperature or price. Hence, even though the treatment variable
in this case does not vary at the high-frequency dimension, this interaction will.23 Our
findings point to the importance of accounting for response heterogeneity in this context
to provide reliable estimates of the impact of energy efficiency programs. Finally, our
theoretical results emphasize the importance of accounting for unit response heteroge-
neity in addition to hourly heterogeneity in order to provide valid estimates of energy
efficiency programs.

Finally, it is important to emphasize that there are several other considerations re-
garding the potential benefits from high-frequency data that are beyond the scope of
this paper. We focus on “identification” gains from high-frequency data since they
are critical for the internal validity of any study and the robustness of its results. How-
ever, the potential for a bias-variance trade-off in this context is an important issue to
consider in future work. There are also several inference questions that arise in this con-
text that constitute important directions in the literature. Specifically, clustering in
standard error estimation is common practice; however a formal guidance on what level
to cluster on in this empirical context merits further investigation. Furthermore, when
estimating heterogeneous parameters at the high-frequency dimension, it is important
to control for multiple testing in order to ensure that the inferences made on these pa-
rameters are valid.
23. Remark 4 is also relevant here. If the energy efficiency upgrade can have differential ef-
fects depending on time of day, then high-frequency data allow the researcher to identify this
high-frequency response heterogeneity, even if the treatment variable does not vary at the high-
frequency dimension.
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